Evaluating the effectiveness of using Large Language Models for the development of concept sets.
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Background
When developing phenotype definitions for health conditions, one of the first steps is to develop the list of codes used to determine the phenotype.  In OHDSI, health condition standard codes are usually SNOMED concepts mapped from diagnosis source codes (such as ICD-10-CM) used in the native data.  Our current method for selecting concepts for phenotype development is inefficient, subjective, and inconsistent.  
Objective
The objective of this study was to evaluate the use of Large Language Models (LLMs) for the selection of appropriate condition codes for concept sets used in phenotype algorithms.
Methods
We tested the LLM process on 15 health conditions: acute myocardial infarction, ischemic stroke, hemorrhagic stroke, plaque psoriasis, nausea, COVID-19, pneumonia, obesity, angina, bronchitis, diarrhea, hypotension, insomnia, pyrexia-fever, and syncope.  For each condition, we created human-adjudicated concept sets developed through a collaboration of at least two researchers knowledgeable in concept set development.  These concept sets were the “reference standard” to be used for comparison with the LLM-generated concept sets.
For this study we used the licensed Johnson and Johnson version of the OpenAI LLM, (OpenAI Model GPT-4o, trained through October, 2023).  Procedural calls to the application programming interface (API) for the LLM were made using the R platform.  The overall process consisted of the following steps:
1) Select the health condition of interest
2) Find an appropriate starting SNOMED concept for the condition using string match and code prevalence data
3) Create a list of possible concepts to include, consisting of the starting concept, its descendants in the SNOMED hierarchy, and the list of recommended concepts  suggested by the PHOEBE recommender system [1]. PHOEBE uses the ontology (e.g. siblings), lexical similarity, and patient context similarity to recommend concepts.
4) First pass through LLM: pass each concept in the list to the LLM to compare against the health condition of interest using the following prompt:
“You are an expert medical doctor specializing in healthcare data analysis. Your primary function is to analyze healthcare data, including electronic health records, to infer causal relationships between exposures and health outcomes.

Your specific task is to evaluate a proposed concept within a patient's record and determine the likelihood that its presence *implies* a patient has a specific condition.

Here is your data to analyze:
specific condition: {insert main condition}
proposed concept: {insert condition to test}

You will estimate the proportion of patients with the proposed concept who also have the condition, selecting a proportion category:

1. **Rare:** Less than 10% of patients with the concept have the condition

2. **Common:** 10% to less than 90% of patients with the concept have the condition

3. **Very Common:** 90% to less than 95% of patients with the concept have the condition

4. **Ubiquitous:** 95% or more of patients with the concept have the condition

Base your estimate on your extensive medical knowledge and understanding of healthcare data patterns.

If the concept logically implies the condition (e.g. because it is a synonym or a subtype) just say so in the discussion and select 'Ubiquitous'.”
5) Filter the list of all codes from the first pass to those that the LLM judged “Ubiquitous” 
6) Create a new list of the codes marked “Ubiquitous” plus their descendants in the SNOMED hierarchy
7) Second pass through LLM: pass the new list to the LLM using the same prompt as the first pass.
8) Create a concept set from all the concepts labeled “Ubiquitous” in the second pass.
We compared the human-built concept sets to the LLM-built concept sets to determine the performance of the LLM process. We report the following:
Concepts:
1) The number of common concepts in the LLM and human generated concept sets
2) The number of concepts only in the LLM generated concept set
3) The number of concepts only in the human generated concept set
In a qualitative analysis of possible selection mistakes, we examined results from both the human and LLM generated concept sets and assessed possible errors in each.
To evaluate the agreement between human-selected concepts and those identified by the LLM in an existing data source, we identified cohorts of subjects based on the earliest occurrence of any concepts from the two lists for each condition. For this analysis, cohorts were developed using subjects from the Merative Commercial Claims and Encounters (CCAE) database.
Among these cohorts of subjects, we report: 
1) The number of common subjects in the LLM and human generated concept set cohorts
2) The number of subjects only in the LLM generated concept set cohorts
3) The number of subjects only in the human generated concept set cohorts
Results
Figure 1 shows the results of the comparison of concepts between the human and LLM generated concept sets.
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Figure 1: Differences in the count of concepts selected by the LLM and Human generated concept sets for 15 health conditions
In ten of the 15 conditions, the majority of concepts were shared by the human and the LLM generated concept sets.  In the other five conditions, the LLM determined more concepts than were overall shared.  In none of the conditions did the human generated concept sets determine more concepts than were overall shared.
In our qualitative analysis, we examined the obesity concept set for differences between human and LLM generated sets.  LLM included, for example, the observations “Obesity monitoring” and “Has seen dietitian – obesity” while the human generated set did not.  These likely should be included in an obesity concept set.  LLM also included “Increased body mass index” and “Follow-up obesity assessment” which likely should not be included in the concept set.  The human concept set included “Obesity in mother complicating childbirth” and “Childhood obesity” which likely should be included.  The human concept set also included “Localized adiposity” and “Fat pad syndrome” which likely should not be included.
For angina, LLM included many myocardial infarction codes which likely present with angina as well as several observations such as “Angina control”, “Angina control – good”, and “Angina control – worsening”. Human generated concepts included “Atypical angina” which likely should be included as well as “Chest pain” and “Pleuritic pain” which arguably should not, due to their non-specific nature, i.e., fewer than 95% of subjects diagnosed with those concepts have the condition of angina.
Figure 2 displays the percentage of counts of subjects generated from first occurrence cohorts in CCAE.
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Figure 2: Percentage of counts of subjects generated from first occurrence cohorts based on LLM and Human generated concept sets in the Merative Commercial Claims and Encounters (CCAE) database
In most (13/15) of the generated cohorts, the majority of subjects were included in both the human and LLM generated cohorts.  One of the two exceptions was in Plaque Psoriasis where the majority of subjects were from the human generated concept set.  This was due to the inclusion of the code for “Psoriasis” which was not included in the LLM generated concept set as the LLM estimated that fewer than 95% of the subjects with “psoriasis” had “plaque psoriasis”.  The other exception was in angina where the human generated concept set included the concept for “chest pain” which was not included in the LLM generated concept set. LLM selected a large number of subjects not included in the human cohort for nausea.  The LLM included concepts in its concept set for vomiting where it argued that 95% or greater of the subjects with vomiting also have nausea.
Conclusion
In our use of Large Language models to generate concept sets in the OHDSI Standardized Vocabularies, we found many differences in those generated by the LLM compared to those generated by humans.  Both the LLM and the human determined correct and incorrect concepts.  The value of LLM generated concept sets, at this stage of its development, is likely to act as an assistant to the human in concept set generation.  We may use the LLM generated concept sets as a starting point to help reduce the recommended concepts by PHOEBE and speed development.  We may also use the LLM concepts as potential discussion topics with clinical researchers to determine the scope of the condition to be studied. Further evaluation is required to determine whether the use of LLM constitutes a significant improvement in the overall phenotype development and evaluation process. 
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