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Ode to the OHDSI Community
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Disclosures

• Current Johnson & Johnson employee

• Work was performed as VA employee
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Ode to Andromeda
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The challenge: sequential target trial emulation

TARGET

COVID-19 vaccination
vs

COMPARATOR

No vaccination (non-users)
→

OUTCOME

Risk of COVID-related outcomes

Repeated across sequential enrollment periods

Trial 1
Month 1 eligible cohort

Trial 2
Month 2 eligible cohort

Trial 3
Month 3 eligible cohort

Trial n
…continues monthly

Each trial requires a new propensity score model — ~14 hours each, so iteration was slow



First, we chased the wrong culprits

HYPOTHESIS 1

Was it the network?
• Worked with IT to map where storage sat relative to the R 

environment

• Were we pushing gigabytes across a wide area network?

• Storage layout and I/O was not the bottleneck

HYPOTHESIS 2

Was it SQLite tuning?
• Tuned every SQLite PRAGMA setting we could find

• Cache size, journal mode, synchronous writes, temp store

• No meaningful change in benchmarks

The bottleneck was not IT infrastructure or database configuration

Ruling these out is what pointed us toward changing the backend



What next? A modern data science database as the back end

• PS estimation scans covariate columns across millions of rows - DuckDB’s columnar, vectorized engine is built for exactly that, while 
SQLite’s row store must read every row in full

• DuckDB also runs queries in parallel across cores and hands data to R in bulk, so the repeated extract-and-aggregate steps behind each 
model shrink

CohortMethod
Propensity score estimation and effect models

fits propensity score models with

Andromeda
Larger-than-memory data objects in R

which is backed by a local database file

Same analytic workflow, only the storage engine underneath changes

Cyclops
Large-scale regularized regression

which holds its covariate data in



Benchmark result: ~14 hours to ~2 hours per PS model

14 h

SQLite

2 h

DuckDB

Representative VA use case

• Benchmarked in a representative VA use case

• PS model runtime fell from ~14 hours to ~2 hours

• Made the sequential target trial emulation feasible

• Broadly relevant to large-scale evidence generation



From local pain point to shared community capability

Local pain point
14-hour PS models prevented us from 
running our study

Community troubleshooting
We encountered some R+DuckDB inter-op 
bugs; the community (OHDSI and DuckDB 
developers) helped diagnose and fix them

Shared capability
The improvement was released in 
Andromeda v1.0

OHDSI contributions often start as local pain points, then become shared community capabilities.



Thank you

With thanks to the colleagues who made this work possible

Scott DuVall Benjamin Viernes Adam Black

Marc Suchard Martijn Schuemie Anthony Sena

wobrien8@its.jnj.com
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Censoring Weighting (IPCW) into the 

OHDSI CohortMethod Workflow
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Disclaimer: I love CohortMethod!
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… but sometimes there are methods we want to use that aren’t 
implemented yet



A brief intro to CohortMethod (and Strategus)

• R package within HADES ecosystem for new-user cohort 
studies for OMOP data

• Framework behind many previous OHDSI network studies! 
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Challenge: addressing informative censoring 
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Challenge: addressing informative censoring 
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• If censoring reason (ex: dropping out of the study, treatment 
discontinuation, etc.) is related to the outcome (informative 
censoring), that can violate key assumptions of survival 
analysis models

• One possible solution: Inverse Probability of Censoring (IPCW)



Challenge: addressing informative censoring 
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• Reviewers really wanted IPCW!



Current CohortMethod Workflow

CohortGenerator and CohortMethod

Generate cohorts
Target, comparator and outcome 

cohorts

1

Outcome Model
Fit outcome model with weights w, 

i.e. 

h(t|A) = h₀(t)·exp(βA)

HR = exp(β)

32

Propensity score model
Fit Large-scale PS model to get 

inverse-probability-of-treatment 

(IPTW) weights:

wᵢᴾˢ = 1/πᵢ  or  1/(1−πᵢ)

where πᵢ is the probability of 

receiving treatment

Currently implemented in Strategus!



Current CohortMethod Workflow

CohortGenerator and CohortMethod

Generate cohorts
Target, comparator and outcome 

cohorts

1

Outcome Model
Fit outcome model with weights w, 

i.e. 

h(t|A) = h₀(t)·exp(βA)

HR = exp(β)

32

add fitting censoring model 
for censoring weights here

Propensity score model
Fit Large-scale PS model to get 

inverse-probability-of-treatment 

(IPTW) weights:

wᵢᴾˢ = 1/πᵢ  or  1/(1−πᵢ)

where πᵢ is the probability of 

receiving treatment



Proposed IPCW Implementation

Cohort Generation & PS

Censoring Cox Model
Fit large-scale penalized Cox model 

to get the inverse-probability of 

remaining uncensored (IPCW) 

weights:

wᵢᶜ = 1 / Gᵢ(Tᵢ)

Where Gᵢ(Tᵢ) is the probability of 

remaining uncensored at time t

Combine Weights

wᵢ(t)= wᵢᴾˢ  * wᵢᶜ (t)
4

3

Proposed IPCW Steps

Generate cohorts
Target, comparator and outcome 

cohorts

1

Propensity score model
Fit Large-scale PS model to get 

inverse-probability-of-treatment 

(IPTW) weights:

wᵢᴾˢ = 1/πᵢ  or  1/(1−πᵢ)

where πᵢ is the probability of 

receiving treatment

2

Outcome Modeling
FeatureExtraction · Cyclops

Outcome Model
Fit outcome model with weights w, 

i.e. 

h(t|A) = h₀(t)·exp(βA)

HR = exp(β)

5

CohortGenerator and CohortMethod CohortGenerator and CohortMethod

Code:  github.com/ohdsi-studies/ExploringCensoringWeights



We responded to the reviewer’s request using OHDSI 
tools ☺
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Existing OHDSI Infrastructure allows for customization

• Support packages within the HADES suite (Cyclops, 
FeatureExtraction, etc) makes customization of OHDSI 
workflows possible! 
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Come visit me at Poster #51!

hc3292@cumc.columbia.edu
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ohdsimuse.duvall4data.online
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Beyond the Defaults Panel
Boehringer Ingelheim OHDSI Journey

Martin Lavallee



Picard charts the study’s course, with cohorts and tasks in view;
CohortPrevalence measures patterns, giving forecasts clues.

Across databases, results are gathered, checked, and made clear,
So teams can look ahead with evidence from year to year.

37



What does the organization need?
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• What is the annual prevalence of the indication?
• How does the population funnel from diagnosed to treated to taking a drug 

of interest?
• Among treated patients, which drugs are used and in what proportions?
• How can age/sex-standardized prevalence estimate the population 

nationally and support a rough projection into future years?

Forecasting

• Can we refresh this evidence every year efficiently?
• Can we produce evidence across multiple data sources?
• How do we interpret variation of results?

Scaling



Why use OMOP and OHDSI? 
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Quality: A standardized conversion to the OMOP CDM is an inherent data quality 
assessment

Reuse: a common structure allows us to write code once and use many times across 
data and indications

Ownership: open-source code lets us own, maintain and evolve our pipelines 
independently 

Trust: transparent and standardized code makes it easier to scale, reproduce and 
explain how evidence was produced.



Gaps

Gap Desire Extension

Standard project scaffold and 
lifecycle conventions

Make repositories familiar, git-
enabled and consistently managed 
across studies so not dependent on 
single analyst

Picard – standard repo structure

Manifest to organize Concept Sets 
and Cohorts

Ensure the totality of inputs are 
registered and described for cohort 
generation

Picard – manifest tool

Prevalence Calculator Parameterized prevalence calculation 
to compare design choices using a 
consistent method

CohortPrevalence 

Drug Utilization and Funnels Standard method to calculate 
treated prevalence and understand 
the proportion of drug classes

CohortPrevalence 

Dissemination Modality Provide stakeholders a dashboard to 
review evidence

Streamlit Dashboard
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Picard

41

Standard Repository

•Git Enabled

•Standard Folder Structure

•Common project properties

1

Standard Repository

•Git Enabled

•Standard Folder Structure

•Common project properties

Input Manifest

•Cohorts (Atlas, Capr, Custom)

•Concept Sets (Atlas, Capr)

•Exhaustive list of all study 
inputs registered, labelled 
and tagged

2

Input Manifest

•Cohorts (Atlas, Capr, Custom)

•Concept Sets (Atlas, Capr)

•Exhaustive list of all study 
inputs registered, labelled 
and tagged

Study Execution

•Switch database 
configuration per run

•Provide branch and 
environment guards 

•Generate Cohorts first then 
run each study task one by 
one
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Study Execution

•Switch database 
configuration per run

•Provide branch and 
environment guards 

•Generate Cohorts first then 
run each study task one by 
one

Merge Results

•Combine results of study 
configuration per database 
connection

•Light clean up 

•Snapshot of pipeline run
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Merge Results

•Combine results of study 
configuration per database 
connection

•Light clean up 

•Snapshot of pipeline run
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Dissemination

•Send merged results to 
streamlit app or other 
dissemination platform 

•Combine results with study 
assumptions (evidence 
generation plan, cohort logic 
and code lists)

Explore the 
Picard Package!



Lessons from the Journey

42

Adoption is possible but not always plug-and-play — It takes effort to understand and 
effectively operationalize OMOP and OHDSI to meet the needs of your organization.

Assess before you build — Identify what fits, what can be adapted, and what gaps 
remain for your organization.

Open-source what you extend — Keep analytical logic visible, inspectable, and available 
beyond a black box. Don’t be afraid of open-source

Shared Terminology — Simplify OMOP technical language with stakeholders and focus 
on common terms and methods to produce evidence.



Our OHDSI Design Contract

1. DatabaseConnector: the R package allows for flexible 
connectivity to databases using JDBC.   

2. SqlRender: The R package that renders and translates sql to 
match the dialect and database parameters for any dbms 
enabling reproducible sql.  

3. CIRCE: the underlying cohort builder in OHDSI that ensures 
that cohort definitions are always consistent and reproducible 
via standard sql.  
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Adapting, Extending, and Reimagining the 
OHDSI Ecosystem for Pediatric Research: 

The PEDSnet Experience

Hanieh Razzaghi, PhD, MPH



Ode to OHDSI
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PEDSnet: A Multi-Institutional Learning Network

47

16,090,112+
Total number 

of patients

>300M 
visits over 
15 years

Funded by PCORI since 2014

Standardized to OMOP and PCORnet

Data refreshed every 3 months

11 institutions and expanding



The Challenge: Adapting OHDSI for a Pediatric 
Collaborative Network

48

• Participation in pediatric network 
introduces requirements that are not fully 
addressable by default implementation

• These include examples such as 
developmental metrics, specialized clinical 
workflows, rare disease populations, and 
the need for rigorous cross-site 
comparability 

• To serve a diverse portfolio of research use 
cases, PEDSnet has systematically adapted 
the OMOP Common Data Model (CDM), 
extending existing OHDSI tools, and 
developed novel data infrastructure



CDM Augmentation: Table Examples

49

Measurement 
Organism

Specialty Location FIPS



PEDSnet Immunization Table

50Source: PEDSnet CDM v6.2 / OMOP v5.4 ETL Conventions, §1.17, pp. 58–61. Field names grouped for presentation.

Vaccine and timing

immunization_concept_id

immunization_source_concept_id

immunization_source_value

immunization_type_concept_id

immunization_date

immunization_datetime

imm_recorded_date

imm_recorded_datetime

Product details

imm_manufacturer

imm_lot_num

imm_exp_date

imm_exp_datetime

Record links

immunization_id

person_id

provider_id

visit_occurrence_id

procedure_occurrence_id

Administration

imm_route_concept_id

imm_route_source_value

immunization_dose

imm_dose_unit_concept_id

imm_dose_unit_source_value

imm_body_site_concept_id

imm_body_site_source_value



CDM Modifications

51

Birth Data

Gestational 
age

Birth weight

Derivations

Height, 
weight, BMI 

z-scores

Clinical 
complexity 

scores

ETL 
Conventions

Unmapped 
concepts 
permitted

Limited 
domain 
routing

Network 
Standardization

Standardized 
source values

Standard 
fields in 

Observation



Network-Wide Tools

Study- and Research- Specific DQ PEDSnet Knowledge Bank
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